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exa [https://exa-analytics.github.io/]

An ecosystem for data processing, analytics, and visualization.

This package provides a framework for building packages tailored to specific
industry or academic applications. Data objects, such as arrays and matrices
are organized into “containers”. Containers provide methods for manipulating,
processing, organizing, analyzing, and visualizing their data. The package is
built with minimal external dependencies, on top of established open-source
software, and uses the Jupyter notebook [http://jupyter.org/] environment for interactive data
exploration.
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exa

This package creates a systematic infrastructure for an ecosystem of packages,
tailored to specific industry or academic displines, for organizing, processing,
analyzing, and visualizing data. It is built with minimal dependencies, leverages
established open-source packages, is itself extensible, and is targeted at both
industry and academic applications.

At a high level, data objects such as series or dataframes (i.e. pandas [http://pandas.pydata.org/pandas-docs/stable/index.html]
like objects) are organized into containers which track relationships between
these objects and provide methods for computation, conversion to other formats,
analysis, and visualization within the Jupyter notebook [http://jupyter.org/] environment.
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Logging

There are two log files that exa writes to, the system log and the database log.
The database log is used when the database backend does not provide its own
logging solution.


	Levels:

	
	0: default (>= WARNING messages are logged)

	1: info    (>= INFO messages are logged)

	2: debug   (all messages are logged)








	
class exa.log.LogFormat(fmt=None, datefmt=None, style='%')[source]

	Custom log format used by all loggers.






	
exa.log.create_logger(name)[source]

	Create a logger with a given name.








Utilities

Commonly used functions (primarily for convenience and repetition reduction).


	
exa.utility.datetime_header(title='')[source]

	Creates a simple header string containing the current date/time stamp
delimited using “=”.






	
exa.utility.mkp(*args, mk=False)[source]

	Generate a directory path, and create it if requested.

filepath = mkp('base', 'folder', 'file')
dirpath = mkp('root', 'path', 'folder', mk=True)









	Parameters:	
	*args – File or directory path segments to be concatenated

	mk (bool [http://docs.python.org/3/library/functions.html#bool]) – Make the directory (if it doesn’t exist)






	Returns:	path (str) –
File or directory path












	
exa.utility.convert_bytes(value)[source]

	Reduces bytes to more convenient units (i.e. KiB, GiB, TiB, etc.).





	Parameters:	values (int [http://docs.python.org/3/library/functions.html#int]) – Value in Bytes


	Returns:	tup (tuple) –
Tuple of value, unit (e.g. (10, ‘MiB’))












Tester

Custom tester class for running interactive (i.e. within the Jupyter notebook
environment) tests.


	
class exa.test.tester.UnitTester(methodName='runTest')[source]

	The custom tester class which provides an alternative test runner.


	
classmethod run_interactively(log=False)[source]

	Run a test suite in a Jupyter notebook environment or shell.





	Parameters:	log (bool [http://docs.python.org/3/library/functions.html#bool]) – Write output to a log file instead of to stdout














	
exa.test.tester.run_doctests(log=False)[source]

	Run all docstring tests.





	Parameters:	log (bool [http://docs.python.org/3/library/functions.html#bool]) – Write test results to system log (default false)










	
exa.test.tester.run_unittests(log=False, verbosity=0)[source]

	Perform (interactive) unit testing logging the results.





	Parameters:	
	log (bool [http://docs.python.org/3/library/functions.html#bool]) – Send results to system log (default False)

	verbosity (int [http://docs.python.org/3/library/functions.html#int]) – Level of verbosity for unit tests (0-2)
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Base Tests

Tests for _setup, log, and the suite of modules in the
test subpackage, tester, etc.


	
class exa.test.test_base.TestSetup(methodName='runTest')[source]

	Tests for _setup.


	
test_type()[source]

	Check that the config is a ConfigParser [http://docs.python.org/3/library/configparser.html#configparser.ConfigParser] object.










	
class exa.test.test_base.TestLog(methodName='runTest')[source]

	Tests for log.


	
test_logger()[source]

	Check that at least dblog and syslog are present in the loggers.










	
class exa.test.test_base.TestTester(methodName='runTest')[source]

	Tests for tester.


	
test_type()[source]

	Ensure that the tester is an instance of a test case.
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  Source code for exa.log

# -*- coding: utf-8 -*-
'''
Logging
############
There are two log files that exa writes to, the system log and the database log.
The database log is used when the database backend does not provide its own
logging solution.

Levels:
    - 0: default (>= WARNING messages are logged)
    - 1: info    (>= INFO messages are logged)
    - 2: debug   (all messages are logged)
'''
import os
import logging
from logging.handlers import RotatingFileHandler
from textwrap import wrap
from exa._config import config


[docs]class LogFormat(logging.Formatter):
    '''
    Custom log format used by all loggers.
    '''
    spacing = '                                     '
    log_basic = '%(asctime)19s - %(levelname)8s'
    debug_format = '''%(asctime)19s - %(levelname)8s - %(pathname)s:%(lineno)d
                                     %(message)s'''
    info_format = '''%(asctime)19s - %(levelname)8s - %(message)s'''
    log_formats = {logging.DEBUG: debug_format, logging.INFO: info_format,
                   logging.WARNING: info_format, logging.ERROR: debug_format,
                   logging.CRITICAL: debug_format}
    def format(self, record):
        fmt = logging.Formatter(self.log_formats[record.levelno])
        j = '\n' + self.spacing
        record.msg = j.join(wrap(record.msg, width=80))
        return fmt.format(record)



[docs]def create_logger(name):
    '''
    Create a logger with a given name.
    '''
    logger = logging.getLogger(name)
    handler = RotatingFileHandler(config['log'][name],
                                  maxBytes=int(config['log']['nbytes']),
                                  backupCount=int(config['log']['nlogs']))
    handler.setFormatter(LogFormat())
    logger.addHandler(handler)
    logger.setLevel(logging.WARNING)  # Default level (logging message less severe than this are ignored)
    if config['log']['level'] == '1':
        logger.setLevel(logging.INFO)
    elif config['log']['level'] == '2':
        logger.setLevel(logging.NOTSET)
    return logger



loggers = {name: create_logger(name) for name in config['log'].keys() if name.endswith('log')}

#def setup_loggers():
#    '''
#    Setup up loggers and (corresponding) file handlers.
#    '''
#    global config
#    if 'loggers' in config:
#        cleanup()
#    config['loggers'] = {}
#    log_files = dict((key, value) for key, value in config.items() if key.startswith('log_'))
#    for key, path in log_files.items():
#        logger = logging.getLogger('sqlalchemy') if 'db' in key else logging.getLogger(key)
#        handler = RotatingFileHandler(path, maxBytes=config['logfile_max_bytes'],
#                                      backupCount=config['logfile_max_count'])
#        handler.setFormatter(LogFormat())
#        logger.addHandler(handler)
#        if config['runlevel'] == 0:
#            logger.setLevel(logging.WARNING)
#        elif config['runlevel'] == 1:
#            logger.setLevel(logging.INFO)
#        else:
#            logger.setLevel(logging.DEBUG)
#        config['loggers'][key.replace('log_', '')] = logger
#
#
#def logfiles():
#    '''
#    Lists available log names.
#
#    Returns:
#        names (list): List of available log names
#    '''
#    return [handler.name for handler in logging.root.handlers]
#
#
#def get_logger(which='sys'):
#    '''
#    Get a log file handler ('sys', 'db', 'user').
#    '''
#    return config['loggers'][which]
#
#
#def head(log='log_sys', n=10):
#    '''
#    Print the oldest log messages.
#
#    Args:
#        log (str): Log name
#        n (int): Number of lines to print
#    '''
#    print_log(log, n, True)
#
#
#def tail(log='sys', n=10):
#    '''
#    Print the most recent log messages.
#
#    Args:
#        log (str): Log name
#        n (int): Number of lines to print
#    '''
#    print_log(log, n, False)
#
#
#def print_log(log, n, head=True):
#    '''
#    Print the head or tail of a given log file (see :func:`~exa.log.head`
#    and :func:`~exa.log.tail`).
#    '''
#    lines = None
#    with open(config['log_' + log], 'r') as f:
#        lines = f.read().splitlines()
#    if head:
#        print('\n'.join(lines[:n]))
#    else:
#        print('\n'.join(lines[-n:]))
#
#
#def cleanup():
#    '''
#    Clean up logging file handlers.
#    '''
#    for name, logger in config['loggers'].items():
#        for handler in logger.handlers:
#            handler.close()
#        logger.handlers = []
#    del config['loggers']
#
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  Source code for exa.test.test_base

# -*- coding: utf-8 -*-
'''
Base Tests
##################################
Tests for :mod:`~exa._setup`, :mod:`~exa.log`, and the suite of modules in the
test subpackage, :mod:`~exa.test.tester`, etc.
'''
from unittest import TestCase
from configparser import ConfigParser
from exa.test import UnitTester
from exa._config import config
from exa.log import loggers


[docs]class TestSetup(UnitTester):
    '''
    Tests for :mod:`~exa._setup`.
    '''
[docs]    def test_type(self):
        '''
        Check that the config is a :class:`~configparser.ConfigParser` object.
        '''
        self.assertIsInstance(config, ConfigParser)




[docs]class TestLog(UnitTester):
    '''
    Tests for :mod:`~exa.log`.
    '''
[docs]    def test_logger(self):
        '''
        Check that at least dblog and syslog are present in the loggers.
        '''
        self.assertIn('dblog', loggers)
        self.assertIn('syslog', loggers)




[docs]class TestTester(UnitTester):
    '''
    Tests for :mod:`~exa.test.tester`.
    '''
[docs]    def test_type(self):
        '''
        Ensure that the tester is an instance of a test case.
        '''
        self.assertIsInstance(self, TestCase)
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Contributor Guide
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  Source code for exa.utility

# -*- coding: utf-8 -*-
'''
Utilities
#####################
Commonly used functions (primarily for convenience and repetition reduction).
'''
import os
import numpy as np
from datetime import datetime


sep2 = os.sep + os.sep
sizes = ['B', 'KiB', 'MiB', 'GiB', 'TiB', 'PiB', 'EiB']


[docs]def datetime_header(title=''):
    '''
    Creates a simple header string containing the current date/time stamp
    delimited using "=".
    '''
    return '\n'.join(('=' * 80, title + ': ' + str(datetime.now()), '=' * 80))



[docs]def mkp(*args, mk=False):
    '''
    Generate a directory path, and create it if requested.

    .. code-block:: Python

        filepath = mkp('base', 'folder', 'file')
        dirpath = mkp('root', 'path', 'folder', mk=True)

    Args:
        \*args: File or directory path segments to be concatenated
        mk (bool): Make the directory (if it doesn't exist)

    Returns:
        path (str): File or directory path
    '''
    path = os.sep.join(list(args))
    if mk:
        while sep2 in path:
            path = path.replace(sep2, os.sep)
        os.makedirs(path, exist_ok=True)
    return path



[docs]def convert_bytes(value):
    '''
    Reduces bytes to more convenient units (i.e. KiB, GiB, TiB, etc.).

    Args:
        values (int): Value in Bytes

    Returns:
        tup (tuple): Tuple of value, unit (e.g. (10, 'MiB'))
    '''
    n = np.rint(len(str(value))/4).astype(int)
    return value/(1024**n), sizes[n]
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Parallelism and Scalability


In order to write high performance code, profiling must be done
continuously. Never make assumptions about the speed of a certain
algorithm. The following are some general guidelines that should
be followed when building code within the exa framework.



		minimize communication (MPI, CPU to GPU and back)


		multithreading and GPU processing are faster when the data size is >~5*10^5


		any function that can be threaded must release the GIL


		multithreading shares memory, multiprocessing does not


		sending and retrieving data to and from the GPU is costly; make the GPU do a lot of work and only return final result


		the above statement holds for multi-node processing as well
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  Source code for exa.test.tester

# -*- coding: utf-8 -*-
'''
Tester
#########################
Custom tester class for running interactive (i.e. within the Jupyter notebook
environment) tests.
'''
import os
import sys
from doctest import DocTestFinder, DocTestRunner
from unittest import TestCase, TestLoader, TextTestRunner
from exa.log import loggers
from exa._config import config
from exa.utility import datetime_header


logger = loggers['syslog']    # Tests are written to the system log
verbosity = int(config['log']['level'])
verbose = True if verbosity > 0 else False


[docs]class UnitTester(TestCase):
    '''
    The custom tester class which provides an alternative test runner.
    '''
    @classmethod
[docs]    def run_interactively(cls, log=False):
        '''
        Run a test suite in a Jupyter notebook environment or shell.

        Args:
            log (bool): Write output to a log file instead of to stdout
        '''
        suite = TestLoader().loadTestsFromTestCase(cls)
        if log:
            result = TextTestRunner(logger.handlers[0].stream,
                                    verbosity=verbosity).run(suite)
        else:
            result = TextTestRunner(verbosity=verbosity).run(suite)
        return result




[docs]def run_doctests(log=False):
    '''
    Run all docstring tests.

    Args:
        log (bool): Write test results to system log (default false)
    '''
    def tester(modules, runner, f=None):
        '''Runs tests for each module.'''
        for module in modules:
            tests = DocTestFinder().find(module)
            tests.sort(key=lambda test: test.name)
            for test in tests:
                if test.examples == []:    # Skip empty tests
                    pass
                else:
                    if f:
                        f.write('\n'.join(('-' * 80, test.name, '-' * 80, '\n')))
                        runner.run(test, out=f.write)
                    else:
                        print('\n'.join(('-' * 80, test.name, '-' * 80)))
                        runner.run(test)

    runner = DocTestRunner(verbose=verbose)
    modules = [v for k, v in sys.modules.items() if k.startswith('exa')]
    modules.sort(key=lambda module: module.__file__)
    if log:
        logger.debug('LOGGING DOCTEST')
        tester(modules, runner, f=logger.handlers[0].stream)
    else:
        tester(modules, runner)



[docs]def run_unittests(log=False, verbosity=0):
    '''
    Perform (interactive) unit testing logging the results.

    Args:
        log (bool): Send results to system log (default False)
        verbosity (int): Level of verbosity for unit tests (0-2)
    '''
    tests = UnitTester.__subclasses__()
    if log:
        logger.debug('LOGGING UNITTEST')
    for test in tests:
        test.run_interactively(log=log)



if __name__ == '__main__':
    run_unittests()
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Enhancement Proposals
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Filing and Tracking Bugs


Raise an issue on github or email directly so that they can raise an issue.
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Code Overview


The exa package provides the foundation for data analysis tools. It’s primary
purpose is to provide analytical data objects (analytical), numerical
data objects (numerical), visualization support (widget
and web - for both the Jupyter notebook and standalone application
environments), and a container object (itself composed of two
modules, container and container) to
facilitate data management and analysis. The secondary purpose of the package
is to provide convenient methods for programmatic analysis and manipulation of
data on disk into analytical and numerical data objects as well as container
objects (editor). Finally, the exa package provides a set of fast
(in and out of core) algorithms (see the modules in the algorithms
documentation) for common operations.


The latter two purposes are accomplished in practice by using data specific
packages built on top of exa; exa provides the foundation for manipulation of
n-dimensional data, communication to data frameworks, databases, data transfer
between programming languages (i.e. frontend and backend), and content
management.



		Note:


		Performance is critical for such applications both in terms of speed and memory
usage. The backend application is built exclusively in Python: Python has well
established libraries for accomplishing all of the foundational task described
above. JavaScript/HTML/CSS are used for creating dynamic Jupyter notebook
extensions, and are also used for the standalone web application. Other languages,
primarily C++, are used for situations requiring high performance.


		Tip:


		Due to the limitations of Python and JavaScript, numerically difficult operations
should be offloaded to statically typed languages (or use numpy for example).
Where unavoidable every effort should be made to not waste cpu cycles or memory.
Whenever communication is required between languages, ensure that only the
minimum amount of data is being copied and/or transferred.






Organization



Core Functionality



		analytical


		numerical


		widget


		editor


		container








Relational



		base


		error


		container


		constant


		unit


		isotope








Algorithms



		broadcasting


		indexing


		iteration








Support



		_config


		_install


		error


		log


		test


		utility










Python Sub-classing


The package provides a few classes that can be inherited for data specific
applications.



Container


Sub-classing a container requires inheriting a SQLAlchemy [http://www.sqlalchemy.org/] model class which
is not always straight forward. The base container object is polymorphic [http://docs.sqlalchemy.org/en/latest/orm/inheritance.html],
therefore when inheriting it, one must add a polymorphic identity to the newly
created container object (__mapper_args__). By default, the (SQL) table
name is the lowercase name of the container class (e.g. “container”, “universe”,
etc.).


from sqlalchemy import Column, Integer, ForeignKey  # Relational imports
from exa import Container                           # Import the inheritable container


class MyContainer(Container):
    '''
    Make sure to add a docstring describing the purpose of this container.
    '''
    mcid = Column(Integer, ForeignKey('container.pkid'), primary_key=True)  # Relationship to the original container
    other_column = Column(...)
    __mapper_args__ = {'polymorphic_identity': 'mycontainer'}               # Polymorphic table name

    def __init__(self, section1, section2, **kwargs):
        super().__init__(**kwargs)    # Don't forget this line or the kwargs!
        self.section1 = section1
        self.section2 = section2









Numerical Data Objects


from exa import Series

class MySeries(Series):
    '''
    MySeries class description
    '''
    pass






from exa import DataFrame

class MyDataFrame(DataFrame):
    '''
    '''
    _indices = ['myindex']               # Required index name
    _columns = ['x', 'y', 'group', 'c']  # Required column names
    _traits = ['x', 'y']                 # Columns that are passed to the frontend
    _groupbys = ['group']                # Columns by which to group the data
    _categories = {'c': str}             # Columns that are categories and their original type

    @classmethod
    def custom_constructor(cls, arg):
        '''
        Custom construction of this dataframe from a specific arg.

        Args:
            arg (type): Specific arg

        Returns:
            df (MyDataFrame): Custom dataframe from specific arg
        '''
        arg *= arg
        return cls(arg)









Editor


Inheriting the editor can be done as follows.


from exa import Editor

class SectionFile(Editor):
    '''
    My custom editor
    '''
    def parse_section1(self):
        '''
        Parses section1 of the section file
        '''
        pass

    def parse_section2(self):
        pass

    def to_container(self):
        '''
        Create the corresponding container for this editor
        '''
        return MyContainer(section1=self.parse_section1(),
                           section2=self.parse_section2())











JavaScript Extensions


In order to support data container specific visualization within the Jupyter notebook
environment, extensions must be written. The base package (exa) handles communication
between the frontend JavaScript application and backend Python dataframe objects. It
also provides a two interfaces to 3D and 2D rendering applications on which the data
specific visualization application can be built.


Below is an example application for a data container containing dataframes with
information about atoms’ coordinates, types, and their electronic densities. The
data container is called a Universe; the corresponding JavaScript, universe.js,
handles communication between the frontend and backend (akin to container.js).
The application JavaScript, app.js, builds a custom graphical user interface for
interacting with this specific application.



universe.js


// container is a require.js reference to container.js
var UniverseView = container.ContainerView.extend({
    render: function() {
        console.log('Initializing universe...');
        this.model.one('change:atom_x', this.update_atom_x, this);
        this.update_atom_x();
        this.init_canvas();
        console.log(this.atom_x);
    },

    update_atom_x: function() {
        this.atom_x = this.get_traits('atom_x');    // provided by container.js
    },
});









app.js


var AtomicApp = function(view) {
    this.view = view;    // reference to instance of UniverseView (above);
    this.canvas = this.view.canvas;
    this.index = 0;
    this.app3d = new app3D.ThreeJSApp(this.canvas);    // provided by three.app.js
    this.gui = new dat.GUI({autoPlace: false, width: this.view.gui_width});
    this.gui_style = document.createElement('style');
    this.gui_style.innerHTML = gui_style;
    this.init_gui();
    this.render_atoms(this.index);
};
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Installation


Python’s external libraries are maintained as packages in repositories.
There are two main repositories, pypi [https://pypi.python.org/pypi] and anaconda [https://anaconda.org/anaconda/packages] and two corresponding
Python applications that interact with them (pip and conda respectively).


This project recommends using conda because it is both a package manager and
a Python virtual environment manager. Anaconda also provides better cross
platform support especially for Python packages that require compilation
(e.g. llvm [https://anaconda.org/anaconda/llvm]).



Using conda


conda install exa









Manually


Install some dependencies..


conda install numpy scipy pandas seaborn jupyter notebook numba dask distributed ipywidgets sympy setuptools sphinx
pip install xmltodict sphinxcontrib-autoanysrc






..then install the package.


pip install .






Note that in general it is not good practice to use both conda and pip to manage the same Python
environment.





What’s Next?



		Users should check out the User Guide


		Contributors should check out the Contributor Guide


		The API contains usage and extension examples, and developer notes
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Contributing Code (and Documentation)






          

      

      

    


    
        © Copyright 2016, Tom Duignan, Alex Marchenko.
      Last updated on Jul 07, 2016.
    

  

stack.html


    
      Navigation


      
        		
          index


        		
          modules |


        		exa 0.2.3 documentation »

 
      


    


    
      
          
            
  
Full Stack Design


In the graphic below, the technical organization of the code’s logic is
described. Specifically, the distribution of communication (between languages)
and structure of GUI related code is given. In a model-view-controller sense
(the model updates the view, the user sees the view, the users interacts with
the controller, the controller manipulates the model, and the cycle repeats),
the model is the (backend) Python code, the view is container.js,
and the controller is app.js. In some cases the controller only
performs aesthetic changes to the view and does not require communication with
the model (note that communication between the controller and model, and model
and view is the most expensive step due to transformation of objects between
languages - usually requiring in memory copies).


[image: _static/stack.jpg]



Scalability and Compilation


Efficient distributed and parallelized calculation can be difficult to achieve
in practice. Scalable computations are organized by their ability to be distributed
across multiple (network connected) computers (real or virtual), scalable
across a multicore/multithread CPU and/or GPU, and propensity for ahead-of-time
compilation (AOT) or just-in-time compilation (JIT) to C or C++ code (for example).


From the least to the most computationally efficient, exa leverages:



		python operators, iterators, generators, etc


		numpy/pandas/scipy


		cython/numba


		ipyparallel





For out of core work, exa leverages:



		numpy memory maps





Because of the inherent inefficiency with out of core algorithms (disk is slower
than RAM), these operations are treated on different footing than in core work;
their performance should not be directly compared.


Below are some notes to consider when building scalable, parallelized functions.



		All threaded functions must release the GIL (or worker must release the GIL)


		Parallelization/distribution of the outermost loop is generally more performant because it has less communication overhead


		JIT compilation is almost always faster than AOT compilation (from a few percent to 5X+)


		Multidimensional arrays are generally slower than 1D arrays


		Reshaping/raveling is faster than concatenation


		Threading (CPU) vectorized functions is performant for arrays with length > ~5*10**5


		Threading (GPU) vectorized functions should not be done


		GPU computation is performant when the GPU has a lot of work to do but a small amount of data to transfer
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Getting Started


The exa package provides an executable that can be used to access application
features.


exa -h    # Prints usage and help






As with all Python packages, exa can simply be imported inside any interpreter.


>>> import exa
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User Guide
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